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Privacy before the information age

I’d like to know
what you are do-
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Do you have a
warrant?

No

Then you can’t
come in Okay
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Privacy Leakage

Controlling the dissemination of private information about ourselves is
difficult in the age of information. Data often contains more sensitive
information about us than anticipated.

Ambient light sensors on your laptop reveals browser history data.

Smart meter data reveals the activities of residents.

Strava data reveals location of US military bases.

Anonymised data can often be de-anonymised given appropriate side
information.

Temperature sensor data reveals occupants locations.

helps reduce eye strain

improves electric grid stability

improves running experience

aids medical research

lowers energy consumption of HVAC systems



Privacy Leakage

Controlling the dissemination of private information about ourselves is
difficult in the age of information. Data often contains more sensitive
information about us than anticipated.

Ambient light sensors on your laptop reveals browser history data.

Smart meter data reveals the activities of residents.

Strava data reveals location of US military bases.

Anonymised data can often be de-anonymised given appropriate side
information.

Temperature sensor data reveals occupants locations.

helps reduce eye strain

improves electric grid stability

improves running experience

aids medical research

lowers energy consumption of HVAC systems



Privacy Leakage

Controlling the dissemination of private information about ourselves is
difficult in the age of information. Data often contains more sensitive
information about us than anticipated.

Ambient light sensors on your laptop reveals browser history data.

Smart meter data reveals the activities of residents.

Strava data reveals location of US military bases.

Anonymised data can often be de-anonymised given appropriate side
information.

Temperature sensor data reveals occupants locations.

helps reduce eye strain

improves electric grid stability

improves running experience

aids medical research

lowers energy consumption of HVAC systems



Re-identification of medical records by Latanya Sweeney

The Massachusett’s Group Insurance Commision anonymised their data
and released it to the public.

Voting
registration
data

Governor of Massachusetts,
William Weld, had had the
flu on a certain date and had
been admitted to hospital.

+ +

‖

The Governor of Massachusett’s medical records.
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Okay, but what if I’m just revealing aggregate statistics
about the data?

Suppose you have a dataset D and you want to release some statistic
f (D) about the dataset.

f (D) could be the mean, the model that best represents the data, etc.

What can go wrong?

On January 1st, I ask everyone if they like kale and I promise

Your secret is safe with me. I’m only going to reveal the total number
of people who like kale, not the raw data.

On January 2nd, I release that 2 people in the department like kale.
On January 3rd, Nicole joins the math department.
On January 4th, I release that still only 2 people in the department
like kale.

Nicole doesn’t like kale!
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What’s a conscientious researcher to do?

Differential privacy gives the following guidelines for releasing f (D)
privately:

Sensitive information is information that I could only learn about you
if I had direct access to data about you. For example,

The fact that Nicole probably doesn’t like kale is NOT sensitive
information.
The fact that Nicole definitely responded “I hate kale” IS sensitive
information.

Statistics are safe to release if participants retain plausible deniability
about the status of their sensitive data.
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Differential Privacy

Two databases D and D ′ are neighbours if they differ on the data of a
single individual.

A randomised algorithm A is (ε, δ)-differentially private if for all
neighbouring databases D,D ′ and for all events K

e−εPr(A(D ′) ∈ K )− δ ≤ Pr(A(D) ∈ K ) ≤ eεPr(A(D ′) ∈ K ) + δ.

The smaller ε and δ are, the “more private” the algorithm is.

Interpretation: Any outcome that occurs when the database is D is almost
as likely to occur when the databases is D ′. This means that the outcome
doesn’t help us distinguish between D and D ′.
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Can private statistics also be useful?

No if your query is something like “Does Nicole like kale?”.

Yes! For robust queries.

A typical statistical study might proceed as follows:

Take a random sample of the
population.

survey random people in Ann Arbor.

Compute your statistic on the
random sample.

10% of the sample like kale.

Assume that the statistic holds
for the entire population.

10% of people in Ann Arbor like kale.

If the statistic you compute depends a lot on the specific sample then it is
unlikely to generalise. Stability to small changes in the data is already

something that is desirable for a lot of data analysis!
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Randomised Response

Randomised Response (ε = ln 3, δ = 0)

f (D) = fraction of the dataset that likes kale.

Find a secret spot to flip your penny
(you don’t want anyone to see the result of your penny flip)

Flip the penny once

HEADS TAILS

Tell the truth Flip the penny again

HEADSTAILS

Answer NOAnswer YES
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Randomised Response

Utility: The error from randomised response is of the same order as the
sample error!

Utility aim: We want to estimate the probability, α, that a person in the
general population likes kale.

Sample Error: Assume n people are sampled and they all tell the truth.
The best estimate I can get to α is the fraction of my sample likes kale, α̂.
I have the guarantee that

|α− α̂| ≤ 1√
n

with probability 1− e−2 ≈ 0.86
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Randomised Response

Randomised Response Error: The probability that a randomly sampled
person answers YES is

1
2α + 1

2
1
2

P(first coin HEADS)

P(X=1)

P(first coin TAILS)

P(second coin TAILS)

Thus, the estimate, ˆ̂α, I get from Randomised Response satisfies

| ˆ̂α− α| ≤ 2√
n

with probability 1− e−2

I only need 4 times as many people to get the same error in randomized
response than if I compute on the true data
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Properties of Differential privacy

Differential privacy as a truth-telling mechanism

Consider the following two survey questions:

Do you deal cocaine?
What would you pay for an apple at the grocery store?

In both cases, the participant is likely to lie which will screw the results of
the survey.

Differential privacy mitigates the incentive to lie.

The first person is lying because telling the truth may harm them.
Differential privacy gives them plausible deniability, which removes
the negative consequence of telling the truth. So they might as well
tell the truth.
The second person is lying because they deliberately want to skew the
outcome of the analysis (lower the set price of the apple). Differential
privacy ensures that a single person can’t affect the outcome in a
meaningful way. So they might as well tell the truth.

Caveat: They might as well tell the truth, but they also might as well lie.
We can actually combine DP techniques with tools from mechanism design
to design system where participants are incentivised to tell the truth.
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Properties of Differential privacy

Post-processing

Imagine two parallel universes, one where you liked kale and one where you
didn’t. Processing the data in a differentially private way ensures that
these two universes are almost identical in every way.

In particular,

I can’t determine which universe we are in.
You can’t force significant changes in our universe by altering your
answer.
Any positive or negative consequences you suffer as a result of the
analysis are almost equally as likely to occur in both universes.
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Properties of Differential privacy

Adaptive Composition

A1

A1(D)

A2

A2(D)

...

For all ε, δ, δ′ > 0, the t-fold adaptive composition of (ε, δ)-DP algorithms
satisfies (ε′, tδ + δ′)-DP for

ε′ =
√

2t ln(1/δ′)ε+ tε(eε − 1) ∼
√
tε

Privacy degrades at a rate of approximately
√
t, where t is the number of

private analyses that have been performed.



Properties of Differential privacy

Post-processing and adaptive composition mean that we can use small
differentially private algorithms as building blocks for larger differentially

private algorithms!



The Gaussian Mechanism

The Gaussian mechanism [DSMN, 2006]

f (D)f (D ′)

D and D ′ are neighbouring
databases.

Choose the variance so that
they look similar.

If the true database is D then
f (D) is sampled from the
Gaussian centred at f (D).

Privacy: We can’t tell which distribution was sampled from because they
are very similar.
Utility: Gaussians are light tailed so w.h.p. the sample will be close to the
true value (the mean).
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The Gaussian Mechanism

What should be variance be?

Lemma

A(D) ∼ N

(
f (D),

(
2 log(1.25/δ)42(f )

ε

)2
)

is a (ε, δ)-differentially private algorithm where

42(f ) = max
(D,D′) α-neighbours

‖f (D)− f (D ′)‖2 =
1

n

Utility:

|α− α̂| ≤ 1√
n

+
ln(1/δ)

nε
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The Exponential Mechanism

Exponential Mechanism

The exponential mechanism is used when we want to solve an optimisation
problem involving the sensitive date. It is applicable to a broader class of
queries than the Gaussian mechanism.

Suppose we want to solve

arg max
r∈R

u(D, r)

for some utility function u : N|Ω| ×R → R.

Lemma

If A(D) samples and outputs an element r ∈ R with probability
proportional to

e
εu(D,r)

2∆u

where ∆u = maxr∈RmaxD,D′neighbours |u(D, r)− u(D ′, r)|, then A is ε-DP
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The Exponential Mechanism

Privacy: We chose the distributions to looks similar.

Utility: Higher utility elements are exponentially more likely to be chosen.

Lemma

With probability 1− β we have,

u(D,A(D)) ≥ max
r∗∈R

u(D, r∗)− 24u

ε
ln
|R|
β
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Software

DP Software

Privacy Integrated Queries (PINQ)

Prototype out of Microsoft in 2010. Only runs on windows. Extension
of C#.
LINQ (Language Integrated Query)-like API. Extends the language by
the addition of query expressions, which are akin to SQL statements.
Allows data analysts to easily write code that satisfies DP without the
need for theoretical analysis. The interface of PINQ is that of LINQ.

Airavat

Alpha version out of University of Texas in 2010. Java-based.
MapReduce based system. This is a programming model for scalable
parallel computation composed of a map procedure and a reduce
procedure. The mapping procedure is done in parallel and the reduce
procedure combines the results from the parallel procedures.
Designed for cloud computing.
The mapping procedure is unconstrained. The DP step is the reduce
step. It appears to only support the Laplacian mechanism.
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Software

DP Software

Fuzz (also DFuzz and DualQuery)

Prototype out of University of Pennsylvania, currently active.
Immune to some side channel attacks that PINQ and Airavat were
susceptible to: privacy budget and completion time based attacks.
The privacy budget is determined based on the query and is
independent of the database.
They break every query into microqueries that all take the same
amount of time to run so the run-time is independent of the database.
They pay in time complexity here.
Functionality is roughly comparable to PINQ.
DFuzz is an extension with larger functionality, DualQuery is for high
dimensional data.

Difficulty: Choosing ε and keeping track of privacy loss after more than
one analysis.



Small DB

Small DB: Offline Linear Queries with Correlated Error

I said earlier that if you perform t adaptively chosen differentially private
algorithms then your privacy decays at a rate of ≈

√
t.

But, what if t
queries doesn’t really mean t pieces of information about your data? For
example, what if you ask the same question twice? Or two of your queries
together give the answer to a third query?

Morally, we should only have to pay for the amount of new information we
obtain about the data, not the number of queries it takes us to learn it

There are ways of adding correlated noise to linear queries to minimise
privacy loss. We can force the privacy to degrade like log t rather than

√
t.
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Small DB: Offline Linear Queries with Correlated Error

Linear queries: Are a slight generalisation of queries of the form “how
many datapoints in the database have this property?” A linear query is
defined by a predicate f : Ω→ [0, 1] that maps data points to scores, then
the linear query of the database is the average of the predicate on the
database:

f (D) =
1

n

n∑
i=1

f (di )

Offline: Means I get the set Q of queries all together, and I answer them
all at once.

Premise of Small DB: I’m going to output a synthetic database then
answer all the queries on the synthetic data.

Privacy: We will use the exponential mechanism to choose an
appropriate synthetic database.

Utility: Will depend on how complicated the class Q is.
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Why a Small Database?

Our goal is to output a synthetic database E that minimises

u(D,E ) = max
f ∈Q
|f (E )− f (D)|

The exponential mechanism is appropriate here! Recall the error was

max
r∗∈R

u(D, r∗)− 24u

ε
ln
|R|
β
,

which depends on the following 3 things:

∆u, which is just 1
n in our case.

|R|, the number of possible outputs. This is why we focus on small
databases: there isn’t that many of them.

maxr∗∈R u(D, r∗), how good the best possible output is. We need to
choose the class of small databases large enough that one of them is
good.
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How Small is Small DB?

Lemma

For any database D and any collection of linear queries, there exists a
database E of size

log |Q|
α2

such that
max
f ∈Q
|f (D)− f (E )| ≤ α.

If we want accuracy α we only need to search among databases of size

α2
.
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How Small is Small DB?

Lemma

For any database D and any collection of linear queries, there exists a
database E of size
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such that
max
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|f (D)− f (E )| ≤ α.

If we want accuracy α we only need to search among databases of size
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Small DB

The algorithm SmallDB performs the exponential mechanism with R as
the set of databases of size log |Q|

α2 and u(D,E ) = maxf ∈Q |f (D)− f (E )|.

Privacy: ε-differential privacy is inherited from the exponential mechanism.

Utility: With probability 1− β, SmallBD outputs a database E such that

max
f ∈Q
|f (D)− f (E )| ≤ −

ε

After optimising α, we get that with probability 1− β, SmallDB outputs E
such that

max
f ∈Q
|f (D)− f (E )| ≤

16 log |Ω| log |Q|+ 4 log
(

1
β

)
εn

1/3
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Summary

Important properties of differential privacy:

Immune to post-processing

The adaptive composition of DP algorithms is DP

Disincentives lying

Foundational differential privacy techniques:

Randomised response

The Gaussian mechanism

The Exponential mechanism

SmallDB (there is also an online version!)

Resources:

The Algorithmic Foundations of Differential Privacy by Cynthia
Dwork and Aaron Roth.

Thank you!


